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A B S T R A C T

Hands are our primary interface for acting on the world. From everyday tasks
like preparing food to skilled procedures like surgery, human activity is shaped by
rich and varied hand interactions. These include not only manipulation of external
objects but also coordinated actions between both hands. For physical AI systems to
learn from human behavior, assist in physical tasks, or collaborate safely in shared
environments, they must perceive and understand hands in action, how we use them
to interact with each other and with the objects around us. A key component of
this understanding is the ability to reconstruct human hand motion and hand-object
interactions in 3D from RGB images or videos.

However, existing methods focus largely on estimating the pose of a single hand,
often in isolation. They struggle with scenarios involving two hands in strong
interactions or the interactions with objects, particularly when those objects are
articulated or previously unseen. This is because reconstructing 3D hands in action
poses significant challenges, such as severe occlusions, appearance ambiguities, and
the need to reason about both hand and object geometry in dynamic configurations.
As a result, current systems fall short in complex real-world environments.

This dissertation addresses these challenges by introducing methods and data for
reconstructing hands in action from monocular RGB inputs. We begin by tackling
the problem of interacting hand pose estimation. We present DIGIT, a method that
leverages a part-aware semantic prior to disambiguate closely interacting hands.
By explicitly modeling hand part interactions and encoding the semantics of finger
parts, DIGIT robustly recovers accurate hand poses, outperforms prior baselines and
provides a step forward for more complete 3D hands in action understanding.

Since hands frequently manipulate objects, jointly reconstructing both is crucial.
Existing methods for hand-object reconstruction are limited to rigid objects and
cannot handle tools with articulation, such as scissors or laptops. This severely
restricts their ability to model the full range of everyday manipulations. We present
the first method that jointly reconstructs two hands and an articulated object from a
single RGB image, enabling unified reasoning across both rigid and articulated object
interactions. To support this, we introduce ARCTIC, a large-scale motion capture
dataset of humans performing dexterous bimanual manipulation with articulated
tools. ARCTIC includes both articulated and fixed (rigid) configurations, along with
accurate 3D annotations of hand poses and object motions. Leveraging this dataset,
our method jointly infers object articulation states, and hand poses, advancing the
state of hand-object understanding in complex object manipulation settings.
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Finally, we address generalization to in-the-wild object interactions. Prior ap-
proaches either rely on synthetic data with limited realism or require object models
at test time. We introduce HOLD, a self-supervised method that learns to recon-
struct 3D hand-object interactions from monocular RGB videos, without paired 3D
annotations or known object models. HOLD learns via an appearance- and motion-
consistent objective across views and time, enabling strong generalization to unseen
objects in interaction. Experiments demonstrate HOLD’s ability to generalize to
in-the-wild monocular settings, outperforming fully-supervised baselines trained on
synthetic or lab-captured datasets.

Together, DIGIT, ARCTIC, and HOLD advance the 3D understanding of hands in
action, covering both hand-hand and hand-object interactions. These contributions
improve the robustness in interacting hand pose estimation, introduce a dataset
for bimanual manipulation with rigid and articulated tools, and include the first
singe-image method for jointly reconstructing hands and articulated objects learned
directly from this dataset. In addition, HOLD removes the need for object templates
by enabling hand-object reconstruction in the wild. These developments move
toward more scalable physical AI systems capable of interpreting and imitating
human manipulation, with applications in teleoperation, human-robot collaboration,
and embodied learning from demonstration.
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Z U S A M M E N F A S S U N G

Hände sind unsere primäre Schnittstelle, um mit der Welt zu interagieren. Von
alltäglichen Aufgaben wie dem Zubereiten von Essen bis hin zu hochspezialisierten
Tätigkeiten wie chirurgischen Eingriffen wird menschliches Handeln durch vielfälti-
ge und komplexe Handinteraktionen geprägt. Diese Interaktionen umfassen nicht
nur die Manipulation externer Objekte, sondern auch koordinierte Aktionen beider
Hände. Damit physische KI-Systeme aus menschlichem Verhalten lernen, bei physi-
schen Aufgaben unterstützen oder in geteilten Umgebungen sicher mit Menschen
kooperieren können, müssen sie Hände in Bewegung wahrnehmen und verstehen –
wie wir sie einsetzen, um mit anderen Menschen und Objekten in unserer Umgebung
zu interagieren. Ein zentraler Bestandteil dieses Verständnisses ist die Fähigkeit,
menschliche Handbewegungen und Hand-Objekt-Interaktionen aus RGB-Bildern
oder Videos in 3D zu rekonstruieren.

Bestehende Methoden konzentrieren sich jedoch überwiegend auf die Schätzung
der Pose einer einzelnen Hand, oft isoliert betrachtet. Sie haben Schwierigkeiten
in Szenarien mit zwei stark interagierenden Händen oder bei Interaktionen mit
Objekten, insbesondere wenn diese Objekte artikuliert oder noch nie zuvor gesehen
wurden. Dies liegt daran, dass die 3D-Rekonstruktion von Händen in Bewegung
erhebliche Herausforderungen mit sich bringt, wie starke Verdeckungen, Erschei-
nungsambiguitäten sowie die Notwendigkeit, sowohl Hand- als auch Objektgeome-
trie in dynamischen Konfigurationen zu erfassen. Daher stoßen aktuelle Systeme in
komplexen realen Umgebungen an ihre Grenzen.

Diese Dissertation adressiert diese Herausforderungen durch die Einführung von
Methoden und Daten zur Rekonstruktion von Händen in Bewegung aus monoku-
laren RGB-Inputs. Wir beginnen indem wir zuerst das Problem angehen, Posen
interagierender Hände zu schätzen. Wir präsentieren DIGIT, eine Methode, die einen
semantischen Prior von Hand-Segmenten nutzt, um eng interagierende Hände zu
disambiguieren. Durch explizites Modellieren von Interaktionen zwischen Hand-
Segmenten und das Kodieren der Semantik von Finger-Segmenten rekonstruiert
DIGIT robuste und präzise Handposen, übertrifft bestehende Baselines und stellt
einen Fortschritt für ein umfassenderes 3D-Verständnis von Händen in Bewegung
dar.

Da Hände häufig Objekte manipulieren, ist des weiteren eine gemeinsame Re-
konstruktion von Hand und Objekt entscheidend. Bestehende Methoden zur Hand-
Objekt-Rekonstruktion beschränken sich auf starre Objekte und können keine Werk-
zeuge mit Gelenken, wie Scheren oder Laptops, verarbeiten. Dies limitiert ihre
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Fähigkeit, das volle Spektrum alltäglicher Manipulationen abzubilden. Wir stellen
die erste Methode vor, die zwei Hände und ein artikuliertes Objekt aus einem ein-
zelnen RGB-Bild gemeinsam rekonstruiert und damit eine einheitliche Behandlung
von starren und artikulierten Objekten ermöglicht. Zur Unterstützung dieser Auf-
gabe führen wir ARCTIC ein, ein umfangreicher Motion-Capture-Datensatz von
Menschen, die geschickte bimanuale Manipulationen mit artikulierten Werkzeugen
ausführen. ARCTIC enthält sowohl artikulierte als auch fixierte (starre) Konfigu-
rationen sowie präzise 3D-Annotationen von Handposen und Objektbewegungen.
Aufbauend auf diesem Datensatz schätzt unsere Methode simultan Objektartikula-
tionen und Handposen, wodurch das Verständnis von Hand-Objekt-Interaktionen in
komplexen Manipulationsszenarien erweitert wird.

Abschließend befassen wir uns mit der Generalisierung auf Interaktionen mit
Objekten in realen, unkontrollierten Umgebungen («in-the-wild»). Frühere An-
sätze basieren entweder auf synthetischen Daten mit eingeschränktem Realismus
oder erfordern bekannte Objektmodelle zur Testzeit. Wir führen HOLD ein, eine
selbstüberwachte Methode, die lernt, 3D-Hand-Objekt-Interaktionen aus monokula-
ren RGB-Videos zu rekonstruieren, ohne 3D-Annotationen oder bekannte Objekt-
modelle zu benötigen. HOLD wird mit Hilfe einer Zielfunktion trainiert, welche
Erscheinungs- und Bewegungskonsistenz über die Zeit und aus verschiedenen Ka-
merawinkeln modelliert. Dadurch wird starke Generalisierung auf zuvor ungesehene
Objekte in Interaktionen ermöglicht. Experimente zeigen, dass HOLD gut auf realis-
tischen monokularen Szenarien generalisiert und fully-supervised Baselines, die auf
synthetischen oder im Labor erfassten Datensätzen trainiert wurden, übertrifft.

Insgesamt treiben DIGIT, ARCTIC und HOLD das 3D-Verständnis von Händen
in Bewegung voran, sowohl bei Hand-Hand- als auch bei Hand-Objekt-Interaktionen.
Diese Beiträge verbessern die Robustheit der Posenschätzung interagierender Hände,
stellen einen Datensatz für bimanuale Manipulationen mit starren und artikulierten
Werkzeugen bereit und beinhalten die erste Methode zur gemeinsamen Rekonstruk-
tion von Händen und artikulierten Objekten, die nur ein Bild benötigt und welche
direkt aus diesem Datensatz gelernt wurde. Darüber hinaus eliminiert HOLD die Not-
wendigkeit von Objektvorlagen, indem es Hand-Objekt-Rekonstruktionen in freier
Wildbahn ermöglicht. Diese Entwicklungen führen zu skalierbareren physischen KI-
Systemen, die in der Lage sind, menschliche Manipulationen zu interpretieren und
zu imitieren, mit Anwendungen in Teleoperation, Mensch-Roboter-Kollaboration
und verkörpertem Lernen aus Demonstrationen.
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1
I N T R O D U C T I O N

1.1 M OT I VAT I O N

“What the hand does the mind
remembers.”

Maria Montessori

Humans use their hands to perform a wide range of tasks, from tying shoelaces
and preparing food to operating complex tools, often involving both hands in close
coordination. These actions span self-interaction between hands to manipulation of
everyday objects, including rigid items like cups and articulated tools like scissors
or laptops. Suchhands-in-actionscenarios are central to how we engage with the
world. For physical AI systems to operate effectively in human environments, they
must perceive and understand these interactions in 3D. This is essential not only for
interpreting human behavior but also for enabling autonomous agents to assist or
imitate human manipulation. Learning from realistic human activity offers a scalable
alternative to manual teleoperation, paving the way for AI systems that can safely
collaborate with people in everyday tasks.

Consider a modern operating room: a surgeon uses both hands to manipulate
articulated tools such as surgical scissors while simultaneously stabilizing tissue. A
robotic assistant supports the procedure by adjusting lighting, retracting tissue, or

FIGURE 1.1:FreiHAND data capture [1] . (a) Multi-view RGB setup obtains 3D hand
pose annotations by triangulating 2D hand keypoints. (b) Single-hand image
capture with mesh overlays, where object geometry is not reconstructed.
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2 I N T RO D U C T I O N

FIGURE 1.2:Limitations of existing hand-object interaction datasets. Top: HO3D [7]
captures a single hand grasping rigid objects with limited interaction diversity.
The motion is often constrained to simple pick-and-place actions. Bottom:
DexYCB [8] similarly focuses on single-hand grasping and lacks bimanual or
dexterous in-hand manipulation. Neither dataset includes articulated objects
or models their kinematic behavior during interaction.

passing instruments. In such scenarios, the robot must perceive subtle and dynamic
interactions between the human hands, tools, and surrounding anatomy. Accurate
3D reconstruction of these interactions is essential for ensuring safety, precision, and
seamless human-robot collaboration. Any misestimation in hand or object geometry
can result in unsafe trajectories, potentially endangering the patient. Thus, it is
critical for AI systems to model not only bimanual interactions but also interactions
with both rigid and articulated objects across a wide range of geometries. However,
existing hand-object reconstruction approaches fall short in several key areas.
Limitations of single-hand pose estimation:Most prior work focuses on estimat-
ing the pose of a single hand [2–4], even in the presence of object interactions [5, 6].
These approaches fail to capture the complexity of bimanual interaction and often
ignore the geometry of the manipulated objects. A common methodology to collect
3D hand pose annotations is via a multi-view setup – e. g., FreiHAND [6] – by trian-
gulating 2D keypoints across views (seeFigure 1.1). These datasets, while valuable,
mostly lack object modeling. Fully-supervised learning methods are then trained to
regress 3D hand poses from RGB images. However, they do not extend to scenarios
with two hands interacting closely or to cases involving object manipulation.
Lack of dexterous bimanual manipulation with objects:Another major gap lies
in modeling bimanual (i. e., two-handed)dexterousmanipulation of either rigid or
articulated objects such as scissors or laptops. Existing datasets [7–11] primarily
focus on single-hand grasping interactions with rigid objects. They often capture
simple actions – e. g., picking up or placing objects – with limited in-hand motion



1.1 M OT I VAT I O N 3

FIGURE 1.3:Two major paradigms in hand-object reconstruction. (a) Template-free
methods: These end-to-end models [9, 12] regress hand and object meshes
from images using synthetic training data generated by simulating grasps
with a robotic hand. While scalable, the reconstructed object geometry of-
ten suffers poor generalization to in-the-wild scenarios. (b) Template-based
methods: These approaches [13] assume access to a 3D object template,
often selected manually. They �t the template to the input using cues like
segmentation. While accurate for known objects, they require human inter-
vention and thus cannot scale.

and no articulation. For example, DexYCB [8] provides accurate annotations of
single-hand grasping, but the interactions are primitive and lack dexterous bimanual
manipulation (seeFigure 1.2). This limitation stems primarily from severe hand-
object occlusions during complex dexterous manipulations, restricting existing
methods to modeling only simple grasping motions with rigid objects.
Poor generalization to unseen objects:Another core challenge is generalizing
to novel objects not seen during training. Existing approaches fall into two broad
categories: template-free and template-based methods.Template-free approaches
aim to regress hand and object meshes directly from images. These systems are
typically trained on synthetic data produced by generating hand grasps using a
robotic grasping toolkit and rendering the grasps [9]. While scalable in terms of
object diversity, these synthetic datasets often suffer from domain gaps, such as in-
consistent lighting and unrealistic image statistics, which lead to poor generalization
on real-world images (seeFigure 1.3a).Template-based approaches(e. g., [13, 14])
assume access to a pre-scanned object model. These methods �t the 3D template
to the observed image using cues such as segmentation, optical �ow, and physical
constraints like contact and interpenetration. However, they require human input to
select and align templates and do not scale to real-world, open-vocabulary settings
(see Figure 1.3b).

This thesis addresses the problem ofholistically reconstructing hands in actionun-
der realistic and diverse settings. First, we introduce DIGIT, a method for estimating



4 I N T RO D U C T I O N

FIGURE 1.4:Our framework for reconstruction hands in interaction . Given RGB
images or videos, our general framework for 3D hand interaction recon-
struction models two hands and object surfaces with neural networks and
supervised with data. For DIGIT and ARCTIC, we leverage full supervision
from 3D annotated data while for HOLD the supervision is the RGB images
themselves.

3D poses of strongly interacting hands. The main challenge is appearance ambiguity
– e. g., similar textures between �ngers – that degrades existing model performance.
DIGIT leverages a part-aware semantic prior to guide pose estimation, effectively
disentangling hands even under close interaction (seeChapter 3). Second, we in-
troduce the �rst method capable of reconstructing both hands and articulated/rigid
objects jointly from a single RGB image. To enable this, we construct ARCTIC, a
large-scale dataset capturing �ne-grained human interaction with articulated tools
using a high-precision motion capture setup. We capture articulated objects both
during articulation and in �xed con�gurations, where the latter effectively behave as
rigid objects (seeChapter 4). Third, to generalize to in-the-wild settings where object
templates are unavailable, we introduce HOLD, a method that reconstructs hands
and unseen objects from challenging Internet videos. HOLD is self-supervised and
thus it operates without requiring paired 3D hand-object supervision and achieves
strong generalization performance compared to prior approaches (seeChapter 5).
The remainder of this chapter introduces the problem setting in more detail and
discusses key technical challenges in reconstructing hands and objects in interaction.

1.2 P RO B L E M S TAT E M E N T

This dissertation addresses the problem of 3D reconstruction of hand interactions,
including scenarios with strongly interacting hands and hand-object interactions.
Figure 1.4presents a high-level abstraction of our reconstruction framework. The
goal is to recover 3D hand and/or object surfaces from monocular RGB images or
videos using neural architectures tailored to each interaction setting.

In the absence of objects, when the hands are strongly interacting, our system
estimates the 3D poses of both hands from a single image. This is discussed in detail
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